l& Université
Paris Cité

Guillaume Wisniewski
guillaume.wisniewski@u-paris.fr

March 2026

1 Practical Session : Profiling Python and Parallel Word
Counting

General overview

In this practical session, you will explore two skills that are often presented as obvious,
straightforward, and entirely under control—right up until the moment they are not :
profiling Python code and parallelising computations. The first objective is to learn how
to identify where a program actually spends its time, rather than where one instinctively
assumes that it does. The second is to investigate whether splitting a computation across
multiple workers genuinely makes it faster, or simply provides a more elaborate way of
wasting CPU cycles.

The computational task itself will be deliberately simple : given a collection of text files,
your goal is to compute the vocabulary distribution—that is, the number of occurrences
of each word in a corpus (even if, by now, I hope this definition is no longer necessary).
This is a classic counting problem : simple enough to be fully understood, yet rich
enough to expose several practical issues related to performance, input/output costs,
task granularity, communication overhead, and the often disappointing gap between
theoretical parallelism and observed speed-up.

A short introduction to profiling

Profiling consists of measuring how a program behaves during execution in order to
understand where time is spent, which functions are called most often, and which parts of
the code contribute most to the overall running time. In principle, this sounds perfectly
sensible : measure first, optimise later. In practice, many programmers still prefer the
more traditional approach of changing random parts of the code and hoping for the best.
Profiling is what allows us to replace guesswork with evidence.

The main difficulty is that performance problems are not always where they seem to
be. A function may look computationally expensive and yet contribute very little to the
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total runtime, whereas a very small operation repeated millions of times may silently
dominate execution. Profiling is also complicated by the fact that measurements depend
on the input data, the machine, implementation choices, and sometimes simply on the
current state of the system. A single timing result should therefore never be treated as
absolute truth. The aim of profiling is not merely to produce numbers, but to support
interpretation : which operations are CPU-bound, which are I/O-bound, which parts
scale badly, and which supposed optimisations are mostly cosmetic.

Another important technical difficulty is that measurement itself is not neutral. The
more precisely one tries to measure execution, the more one risks perturbing what is
being measured. Adding instrumentation to time a whole program usually has a limited
effect ; timing each function call has a greater cost ; and attempting to measure execution
at the level of individual lines may significantly alter the behaviour of the programme
itself. In other words, the more localised the measurement, the greater the measurement
overhead is likely to be. This is particularly important when trying to understand fine-
grained bottlenecks, since the act of observing them may distort their apparent cost.

Python provides several tools for profiling, both in the standard library and in third-
party packages. In the standard library, time and timeit are useful for simple timing
experiments : they are convenient when one wants to compare small code fragments
or obtain a rough estimate of total execution time. cProfile is the main deterministic
profiler included with Python ; it records how many times each function is called and how
much time is spent in it, which makes it well suited to identifying the most expensive
functions in a programme. The profile module offers similar functionality, although
cProfile is usually preferred because it is implemented more efficiently. The pstats
module can then be used to inspect and sort profiling results. There are also more
specialised tools in the standard ecosystem, such as trace for line-by-line execution
tracing, although such fine-grained inspection can become intrusive and expensive.

A number of third-party libraries can also be useful. 1ine_profiler measures time
at the level of individual lines within selected functions, which can be helpful when
a single function contains several very different operations. py-spy and scalene are
sampling profilers : rather than instrumenting every call, they periodically inspect the
running programme, which often reduces overhead and makes them closer to real execu-
tion conditions. memory_profiler focuses on memory usage rather than execution time,
which can be essential when performance issues are caused by allocation patterns rather
than by raw computation. Tools such as SnakeViz can also help by visualising the output
of cProfile in a more readable form.

A further complication arises because Python code often calls lower-level libraries
written in C, C++, or Fortran, as is very common in data science and machine learning.
In such cases, a Python profiler may correctly show that a large amount of time is
associated with a single Python function call, while revealing very little about what
happens inside the compiled code itself. For instance, a call to NumPy, PyTorch, or a
tokeniser library may appear as one opaque block in the profile even though the real cost



lies in the underlying native implementation. This makes interpretation more difficult :
the bottleneck may be visible at the Python level, but not necessarily explainable there.
More specialised profilers, or tools designed for native code, may then be needed if one
wants to investigate further.

In this session, you should use Python timing and profiling tools to inspect your
implementation. At the very least, you should measure total execution time carefully
and identify the most expensive stages of the pipeline. You are encouraged to distinguish
between reading the files, tokenising the text, counting words locally, and merging partial
counts. The objective is not only to produce timings, but also to understand what these
timings do and do not tell you.

MapReduce in Python

The task of computing word frequencies can be expressed quite naturally in a MapRe-
duce style. The general idea is to divide the work into two conceptual stages. During the
map phase, the input is split into chunks, and each chunk is processed independently to
produce a partial dictionary mapping words to local counts. During the reduce phase,
these partial dictionaries are merged into a single global count table. This decomposi-
tion is attractive because the map phase is embarrassingly parallel : each chunk can be
processed without needing to know what happens in the others, which is exactly the sort
of situation that encourages a brief and possibly unjustified burst of optimism.

You should first implement this logic in a purely sequential way. In other words, process
the chunks one after another, compute a local count for each one, and merge the results
in order. This sequential version will serve as your baseline, and it is important that it be
correct, reasonably clean, and well measured. Only once this version is working should
you move to parallel execution. A fast wrong answer remains wrong, even if it arrives
with impressive enthusiasm.
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Possible implementation strategies. You will then implement one or more parallel
versions. One possibility is to use Python threads directly, by assigning different chunks
to different threads and collecting the partial results once each worker has finished.
Another is to use higher-level tools such as multiprocessing or joblib, which often
make the code shorter and, in some cases, less likely to collapse under the weight of its
own cleverness. You may also compare threads with processes.

This distinction matters. Threads share memory and are relatively lightweight, but in
many CPU-bound situations they remain constrained by the Global Interpreter Lock.
Separate processes avoid that limitation, because each process has its own Python in-
terpreter, but this comes at the cost of heavier communication, more data movement,
and higher start-up overhead. As usual, there is no free lunch ; there is merely a different
invoice.

multiprocessing versus joblib. Themultiprocessing module is part of the Python
standard library and gives you relatively direct control over process-based parallelism.
You explicitly create worker processes, distribute tasks, and collect results. This is flexible
and powerful, but it also means that you are responsible for a larger share of the practical
details.

By contrast, joblib provides a higher-level interface. In many cases, you simply write
a function that processes one chunk, and then use Parallel together with delayed to
apply that function to many chunks. This usually leads to more compact and readable
code. For straightforward data-parallel workloads, joblib can therefore be easier to
use and easier to modify. In effect, multiprocessing gives you more explicit control,
whereas joblib gives you a more convenient abstraction for common parallel patterns.



The trade-off is familiar : convenience on one side, control on the other, and a small
opportunity for confusion in between.

High-level implementation with threads. A thread-based implementation can be or-
ganised as follows. First, split the corpus into chunks, for example by file or by groups of
lines. Next, assign these chunks to worker threads. Each thread applies the same coun-
ting function to its own chunk and produces a local dictionary of word counts. Once all
threads have completed their work, the main program combines the partial dictionaries
into a final global dictionary.

At a high level, then, the structure is simple :
divide the input into independent chunks;
launch several worker threads;
let each worker compute a local frequency dictionary ;

collect all local dictionaries ;
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merge them into a single global result.

There are two main strategies to assign chunks to threads, which differ in both sim-
plicity and flexibility.

— Static assignment (one chunk per thread). The simplest approach is to create

as many chunks as there are threads, and assign exactly one chunk to each thread.
Each thread processes its chunk and terminates. This is easy to implement and
reason about, but it assumes that all chunks take roughly the same amount of time
to process. If this is not the case, some threads may finish early and remain idle
while others are still working.

— Dynamic assignment (shared queue). A more flexible approach is to create
many more chunks than threads, and place them in a shared queue. Each thread
repeatedly takes a chunk from the queue, processes it, and then takes another
one until the queue is empty. This leads to better load balancing : faster threads
naturally process more chunks, and idle time is reduced. The overall execution is
therefore often more efficient, especially when chunk sizes or processing times vary.

In practice, it is usually preferable to have more chunks than threads and to distribute
them dynamically (for instance via a thread pool or a queue). This keeps all workers
busy and avoids the situation in which one particularly slow chunk determines the total
running time.

Regardless of the assignment strategy, the important design principle remains the
same : each thread should do as much work as possible locally before any final aggregation
step. This reduces interference between workers and keeps the structure of the program
easier to reason about.

Even when the implementation seems straightforward, it is worth remembering that
concurrent code has a well-established tendency to remain correct only until someone
looks away.



Implementation with asyncio. You may also experiment with asyncio, although this
requires a clear understanding of what problem it is actually good at solving. The
asyncio model is primarily designed for I/0-bound workloads, that is, situations in
which tasks spend much of their time waiting : waiting for files, waiting for network
responses, waiting for external services, and so on. It is generally less useful for pure
CPU-bound counting tasks, unless part of the workload can be reorganised as asynchro-
nous /0.
A high-level asyncio design for this exercise would look like this :

1. define an asynchronous producer that reads or prepares chunks;
2. place these chunks into an asyncio.Queue;

3. define several asynchronous workers that repeatedly take a chunk from the queue,
process it, and store a local result;

4. once all chunks have been processed, gather the partial results and reduce them
into a final dictionary.

This approach can make sense if your program spends time reading many files, waiting
on storage, or coordinating many tasks with limited blocking. If, however, the dominant
cost is the counting itself, asyncio is unlikely to give dramatic speed-ups. In that case
it may mainly provide an opportunity to make the code more complicated while feeling
modern.

Testing and debugging concurrent code. Parallel programs often fail in ways that are
more inventive than helpful. For that reason, testing and debugging should be treated as
part of the exercise rather than as an optional emotional reaction once things go wrong.

A sensible strategy is to begin with a sequential reference implementation and use it

as the source of truth. Every parallel version should be checked against it on the same
small inputs. If the outputs differ, the problem is not philosophical : at least one of the
implementations is wrong.

To reduce the risk of deadlocks, race conditions, and related forms of disappointment,

the following practices are recommended :

— Start with very small test cases. Use tiny corpora for which the correct counts
can be verified by hand.

— Make the program deterministic whenever possible. Fix the input order
and keep the chunking strategy stable so that unexpected differences are easier to
interpret.

— Log the progress of workers. Print or log when a worker starts, which chunk it
receives, and when it finishes. This can help identify whether some worker is stuck
or whether work is not being distributed as expected.

— Test the map and reduce phases separately. First verify that the local coun-
ting function is correct. Then verify that merging partial dictionaries produces the
expected result.



— Compare outputs systematically. The final dictionary produced by the parallel

version should exactly match the sequential baseline.

— Stress-test the code. Run the same parallel computation several times. Race

conditions often have the irritating habit of appearing only intermittently.

— Use timeouts or watchdogs when appropriate. If a program never termi-

nates, this is usually a clue rather than a feature.

In practice, a deadlock often manifests itself as a program that simply stops making
progress : workers are waiting forever for a resource, a queue item, or a task completion
signal that never arrives. A race condition, by contrast, often appears as inconsistent
behaviour : the program runs to completion, but the result changes across runs or differs
from the sequential baseline. One of the more charming aspects of concurrency is that
these failures may disappear as soon as you try to observe them too closely.

What to measure. For each implementation, you should measure execution time ca-
refully and compare it to the sequential baseline. The purpose is not merely to produce
a parallel version, but to evaluate whether it is actually beneficial. In particular, you
should examine whether the overhead of creating workers, transferring data, coordina-
ting tasks, and merging results is compensated by faster execution. Depending on the
corpus size, the chunk size, and the implementation strategy, the answer may range from
“yes” to “not at all”.s

Your task

You must write a Python program that reads a corpus made of multiple text files
(vous avez l'age de trouver vos propre corpus, mais si besoin, vous pouvez regarder le
projet gutemberg) and computes the distribution of the vocabulary, that is, the number
of occurrences of each word in the whole corpus. You may choose a simple tokenisation
strategy, but you must describe it clearly in your report. For example, you may lowercase
all text and split on whitespace or use a slightly more careful regular-expression-based
tokeniser. Whatever you choose, consistency matters more than theatrical sophistication
- ce n’est pas sur ce critere que vous allez étre jugé.

Your program must include a sequential implementation and at least one parallel
implementation. The corpus should be divided into chunks in a way that makes sense
for your design, for instance one file per task or groups of files per task. You should then
measure execution times for the different versions and compare them “carefully” (je vous
demanderez d’apprécier le flou artiste qui accompagne cette consigne). The goal is not
simply to produce the correct counts, but to determine whether parallelisation improves
performance in practice, and under what conditions.

You should pay particular attention to the following question : does parallelisation ac-
tually save time here ? The answer is not guaranteed to be yes, and pretending otherwise
would deprive the exercise of most of its pedagogical value. Depending on the corpus



size, the tokenisation method, the overhead of creating workers, the cost of merging
dictionaries, and the proportion of time spent reading files from disk, parallel execution
may help, may do almost nothing, or may even be slower. Such disappointment is not a
bug in the practical session ; it is the practical session.

Expected analysis

Your analysis should compare the sequential and parallel versions quantitatively. You
should report execution times, discuss how stable they are across runs, and comment
on the observed speed-up or lack of speed-up. You should identify the main bottlenecks
in the computation and explain whether they come from CPU usage, disk access, data
transfer, synchronisation, result merging, or task management overhead.

You should also reflect on the granularity of the parallel tasks. If the chunks are too
small, the overhead of launching workers and merging results may dominate the runtime.
If they are too large, the work may be poorly balanced across workers. One of the aims
of the practical session is precisely to discover that parallel programming is not simply
a matter of adding more workers and awaiting miraculous acceleration.

If you use threads, you should discuss whether the workload appears to be limited by
the GIL. If you use processes, you should discuss the price paid for isolating memory
spaces. If you use joblib, you should explain what it abstracts away and what costs
remain nonetheless. In all cases, the key point is to move beyond slogans such as “parallel
is faster” and towards a more empirical conclusion of the form “it depends, and here is
why”.

Instructions

You must submit your code together with a short report. The report should explain
your implementation choices, describe how you measured runtime, present the compari-
son between the different versions, and discuss the bottlenecks you identified. It should
also include a brief conclusion on whether parallelisation was beneficial for this task on
your machine and with your data.

Your code should be readable, properly structured, and easy to run. Heroic one-line
solutions written in a state of algorithmic exaltation are not especially encouraged.
You should make sure that the sequential and parallel versions produce exactly the
same vocabulary counts. A result that is fast but inconsistent would be an excellent
demonstration of concurrency problems, but not an excellent submission.
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